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Lock-Free Triangle Counting on GPU
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Abstract—Finding the triangles of large scale graphs is a
fundamental graph mining task in many applications, such
as motif detection, microscopic evolution, and link prediction.
The recent works on triangle counting can be classified into
merge-based or binary search-based paradigms. The merge-
based triangle counting paradigm locates the triangles using the
set intersection operation, which suffers from the random mem-
ory access problem. The binary search-based triangle counting
paradigm sets the neighbors of the source vertex of an edge as the
lookup array and searches the neighbors of the destination vertex.
There are lots of expensive lock operations needed in the binary
search-based paradigm, which leads to low thread efficiency. In
this paper, we aim to improve the triangle counting efficiency on
GPU by designing a lock-free policy named Skiff to implement a
hash-based triangle counting algorithm. In Skiff, we first design
a hash trie data layout to meet the coalesced memory access
model and then propose a lock-free policy to reduce the conflicts
of the hash trie. In addition, we use a level array to manage the
index of the hash trie to make sure the nodes of the hash trie can
be quickly located. Furthermore, we implement a CTA thread
organization model to reduce the load imbalance of the real-
world graphs. We conducted extensive experiments on NVIDIA
GPUs to show the performance of Skiff. The results show that
Skiff can achieve a good system performance improvement than
the state-of-the-art (SOTA) works.
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1. INTRODUCTION

triangle consists of three interrelated vertices of a graph,
A and we can express the triangle as A , ; if we use G' =
(V, E) to express a graph, where V and FE are the vertex set
and the edge set, {s,v,t} € V and {(s,v), (s,t), (v,t)} € E.
Triangle counting (TC) is one of the fundamental graph mining
tasks that is widely used in social network analysis and pattern
recognition applications, and it is also considered as a particular
case of counting short cycles or small cliques. A triangle is
the smallest subgraph, some scientists simply use the number
of triangles in a graph to measure its density and closeness
since there are more edges in a dense graph than in a sparse
graph. Counting triangles in a graph is an intermediary oper-
ation for different applications, such as clustering coefficient
computing [1] and community detection [2]. However, different
applications have their own requirements for how to express
the triangles. For example, the triangle list is needed in the
community detection application, while only the number of tri-
angles in a graph is enough for the cluster coefficient computing
application.

Due to the increasing size of the real word graphs, researchers
have investigated some significant methods to improve the ef-
ficiency of parallel algorithms for computing the exact and
approximate number of triangles. Most of the current state-
of-the-art works focus on processing large-scale graphs and
utilizing shared-memory platforms to enhance algorithm per-
formance [3]. Previous studies classified the triangle counting
algorithms into four categories, such as set intersection, ma-
trix multiplication, edge sampling [4], and the approximation
methods [5]. These efforts have achieved high performance on
shared-memory and distributed platforms of conventional CPU
architectures, but the algorithm performance still can not meet
the applications’ requirements due to the large scale of graph
size [6].

Graphic Processing Unit (GPU) was first used to accelerate
graphic rendering applications, and now many researchers are
trying to use it to accelerate high performance computing appli-
cations due to massive parallelism and extremely high memory
bandwidth [7]. There are also significant researches focused on
how to use GPUs to accelerate graph processing algorithms,
such as breadth first search (BFS) and PageRank [8]. As an
accelerator, GPU follows the SIMT (Single Instruction Multi-
ple Thread) execution model, GPU can only unleash the peak
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performance when the algorithm meets the coalesced memory
access pattern and regular thread organization scheme. Hence,
in order to achieve peak performance with a GPU, the algorithm
must conform to a coalesced memory access pattern and a
regular thread organization scheme. However, a graph consists
of vertices and edges, and the vertex degree differs greatly. In a
social network graph, if a vertex stands for a single person, the
degree of a vertex expresses the number of followers. Then, the
degree of a vertex may range from one or tens to millions. This
skewed distribution will lead to an exceeding load imbalance
problem. Furthermore, the neighbors’ vertex ID also ranges,
leading to the random memory access problem. In addition,
many expensive lock operations are needed to maintain data
consistency for the parallel algorithms [9], [10]. Furthermore,
the branch divergence operation will slow down GPU perfor-
mance due to the SIMT model.

Both industry and academic researchers have made many
contributions to solve the load imbalance [11] and random
memory access problems [12], but lack focus on the expen-
sive lock operations and the branch divergence problem, which
greatly limit the GPU performance. In this work, we present
a lock-free triangle counting algorithm on GPU called Skiff.
Skiff is a custom-designed algorithm that is used to unleash
the full potential of GPUs. In Skiff, we design a hopscotch
hash [13] based method to release the lock operations on
GPU. Moreover, we propose a thread assignment approach to
avoid branch divergence operations. The main contributions are
listed below.

e We propose a lock-free hash trie mechanism for triangle
counting to release the lock operations on GPU. In the pro-
posed lock-free hash mechanism, to minimize the collision
risk, we employ a hash function on the shorter neighbor
list and use the resulting hash value as the search key
for the longer list. Furthermore, we introduce a memory
friendly bucket placement strategy (trie) for GPUs to en-
hance memory utilization.

* We use a linked list manner to organize the hash trie and
a level array as an index for the hash trie to speed up the
memory access and improve the cache utilization.

e We implement a CTA thread organization technique to
avoid the load imbalance problem of real-world graphs.
In our CTA thread organization technique, we implement
three policies, named Block_Degree, Block_Index, and
Warp_Index, to adapt different graphs.

* We conduct a set of experiments to compare the perfor-
mance of the proposed lock-free triangle counting algo-
rithm with the state-of-the-art algorithms on GPU. The
experimental results show that Skiff can achieve a good
system performance improvement than the state-of-the-art
works.

The remainder of this paper is organized as follows.
Section II provides an overview of triangle counting applica-
tions. We then discuss the performance issues of the triangle
counting algorithm on GPUs and the motivation of this work.
Next, Section III presents the algorithm design. Section IV cov-
ers the hash trie mechanism for triangle counting and the thread
organization technologies for the proposed algorithm. We
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Fig. 1. CUDA warp divergence.

evaluate Skiff’s performance in Section V. Section VI discusses
the related works, and Section VII concludes this work and
identifies future research opportunities.

II. BACKGROUND AND MOTIVATION

In this section, we first introduce the preliminary background
of this work, which includes the GPU architecture, the merge-
based intersection, and binary-search-based triangle counting.
In addition, we will discuss the main challenges of designing
the triangle counting algorithm on GPU, which motivated us to
design the lock-free triangle counting algorithm.

A. Graphics Processing Unit

Thanks to the massive degree of parallelism and high mem-
ory access bandwidth of modern GPU, it was widely used to
accelerate kinds of graph processing applications, such as graph
coloring [14], [15], and triangle counting [16].

GPU architecture is extended by the streaming multi-
processor (SM), we can realize the hardware parallelism of
GPU by duplicating the SM structure. There are several SMs
included in a GPU, and there are tens to thousands of streaming
processors (also called CUDA core, we use CUDA core in this
paper) that are included in an SM. In the CUDA programming
model, a thread is executed on a CUDA core, a warp is executed
on an SM, and 32 consecutive threads make up a warp. Several
consecutive warps are further combined as a block (also called
a Cooperative Thread Array, CTA, in some works), and all
the blocks together are called a Grid. Threads within a warp
are executed in a SIMD manner, whereby they execute the
same instruction and access contiguous memory space during
a time slice. However, when branching occurs within a warp,
the threads must wait for other threads to complete the branch,
which greatly reduces thread utilization. This phenomenon is
the famous branch divergence problem. Fig. 1 illustrates the
warp divergence on the GPU. From this example, we can con-
clude that if there are N branches, the warp efficiency is no
more than 1/N.

In the hierarchical memory model of a GPU, shared memory
is exclusive to the SM, allowing threads within a block to
communicate with each other through shared memory. Global
memory, on the other hand, can be accessed by all threads in
the grid. Given the limited memory space on a GPU compared
to a CPU, it is crucial to efficiently use both local and shared
memory. However, achieving full memory bandwidth on a
GPU requires coalesced memory access, while strided memory
access and scattered memory access will reduce the GPU’s
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Fig. 2. Different memory accessing fashion.

Fig. 3. A sample graph.

throughput. With coalesced memory access, threads within a
warp access consecutive memory addresses. On the contrary,
strided memory access involves threads accessing consecutive
memory spaces with a fixed stride, and scattered memory access
involves randomly accessing memory spaces. We show the
different memory access fashion in Fig. 2.

B. Triangle Counting

In a graph G = (V, E)), where V is the set of vertices and F is
the set of edges, a triangle is formed by three vertices with one
edge connecting each pair of vertices. For instance, in Fig. 3,
vertices 1, 2, and 4 form a triangle A172,4. To count the triangles,
we use the set intersection operation, which counts the number
of shared neighbors between two vertices u and v of an edge e =
(u, v). This number is also the number of triangles to which the
edge e belongs. Specifically, we represent the set of neighbors
of vertex u and v by N (u) and N (v), respectively. If there exists
a vertex w € N(u) (N (v), then (u,v, w) forms a triangle. In
Fig. 3, since vertices 1 and 2 share two neighbors, 4 and 6, there
are two triangles (A1 2.4 and Aq o) of edge (1,2).

Since the algorithm on the GPU is implemented in parallel,
multiple threads execute the same instructions during the same
time slice. To ensure data consistency, many lock operations
are performed. However, due to random data allocation, there
are only a few threads that can be locked in each iteration,
and they will be unlocked only when the operation on the
fetched data is finished, and the non-locked threads are idle until
unlocked. Fig. 4 illustrates an extreme example: a warp includes
16 threads, only one thread is active while the other 15 threads
are idle until the active thread releases the lock.

Most graph processing algorithms perform a vertex-centric
or edge-centric processing model [17], [18], algorithms 1 and 2
show the two programming models, respectively. In the vertex-
centric graph processing model, a vertex is assigned to a
thread/warp, and the value of a vertex can be passed to its
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Every thread
tries to lock

But only one
thread succeeds

Locking thread
continues

Non-locked
threads idle
until unlock

Fig. 4. The lock operation on GPU.

ALGORITHM 1: Vertex-centric programming fashion

1 G=(V,E);

2 for u € V do in parallel

3 for v € N(u) do in parallel
4 L | count+=Intersection(u, v);

ALGORITHM 2: Edge-centric programming fashion

1 G=(V,B);
2 for (u,v) € E do in parallel
3 | count+=Intersection(u, v);

neighbor immediately once the thread/warp to this vertex is
finished. However, the workload is imbalanced due to the fact
that different vertices have different numbers of degrees on real-
world graphs. In social network graphs, a supernode may have
more than millions of neighbors, while a normal node may just
have tens or even below neighbors. Unlike the vertex-centric
processing model, the edge-centric model assigns a thread/warp
to an edge but not a vertex. The workload is balanced because
each thread/warp processes only one edge for each instruction.
The value of a vertex can be passed to its neighbor once all
the threads/warps on the edge finished, but there are many
more edges than vertices in real-world graphs, which makes
the edge-centric processing model is slower than the vertex-
centric model in each iteration [19]. In this paper, we prefer
the vertex-centric programming model to meet the execution
time requirements. We further implemented the CTA thread
organization to overcome the load imbalance problem.

We represent the degrees of vertices u and v as d(u) and
d(v), respectively. The workload for each edge e = (u, v) is de-
fined as d(u) + d(v), while in the vertex-centric programming
model, the workload for vertex v can be expressed as d?(v) +
2w N(v) A(ui). Intuitively, these equations imply that the de-
gree distribution skewness leads to linear and quadratic work-
load imbalances [16]. However, the edge-centric mechanism
requires the edges list graph presentation fashion to meet the
higher parallelism [16], which limits the size of the accom-
modated graph. Fig. 5(a) and 5(b) show the edgelist and com-
pressed sparse row (CSR) representation of the sample graph

Authorized licensed use limited to: Wuhan University. Downloaded on April 24,2025 at 08:04:40 UTC from IEEE Xplore. Restrictions apply.



ZHENG et al.: LOCK-FREE TRIANGLE COUNTING ON GPU

1043

source[1 1111212 2 2 212 2][3[3[313][4]4]4][5]515][616]6][717][8]8][92][10fz0] [11]

Destination[2[4[5[6]7][1[3T4T6]ofolta][2]5[sid[1]2Twa[1]3]6][1]2]5][1]8][3]7[4]1d][4]9][3]

(a) The edgelist format of the sample graph

VertexID (1)
RowPtr @

@

® @

® ©® 00 ww

Edgelist |2|4|5|6|7||1|3|4|6|9|10|11||2|5|8|11||1|2|10||1|3|6||1|2|5||1|8||3|7||4|10||4|9|

(b) The compressed sparse row (CSR) format of the sample graph

Fig. 5. The edgelist and CSR representation format of the sample graph.
BL11B[2]B[3]B[4]B[5]B[6]B[7]
1131469 [10]11|Tangles
A[1] 2 L —F
A[2] 4
A[3]| 5 (1)
A[4]] 6 K
A5] 7 [2)
Fig. 6. Merge-based triangle counting of edge (1,2) of the sample graph,

the adjacency list of vertex 1 and 2 are stored in the array A and B,
respectively.

in Fig. 3. The CSR format requires fewer memory spaces and
stores graphs compactly with minimal overhead, enabling fast
traversals, lookups, and basic graph computations. Previous
works have stored multiple formats of the graphs in GPU on-
board memory to maintain efficiency, but we prefer a single
CSR graph in GPU memory in this paper.

C. Motivations

Most state-of-the-art triangle counting algorithms on GPU
follow a merge-based or binary search-based paradigm [10].
The merge-based approach evenly assigns workload to threads,
which leads to low thread efficiency. Furthermore, the merge-
based method executes the algorithm with an irregular memory
access pattern. However, unlike the merge-based method, the
binary-search-based approach will suffer from high time com-
plexity when the vertices are not sorted. On the other hand, lots
of divergent branches exist in the binary-search-based method
which slows down the performance of the algorithm.

Figs. 6 and 7 illustrate the merge-based and binary-search-
based intersection approach for edge (1, 2) of the sample graph
in Fig. 3, respectively. In the merge-based intersection ap-
proach, two arrays A and B are used to store the adjacency list
of the two vertices of edge (1, 2). In the intersection operation,
two pointers are used to scan through the neighbor list of vertex
1 and 2. A triangle is located once we find a neighbor in both
lists, and then the pointers are incremented until all the vertices
in the lists are traversed. Overall, we can conclude that the time
complexity of the merge-based triangle counting algorithm is

Lookup Array|2]4]5]6]7]

Binary Search (6)
Tree

Fig. 7.  Binary-search-based triangle counting of edge (1, 2) of the sample
graph. In this method, the shorter array is used as the lookup array while the
longer array is used to build the binary search tree.

O, ey d*(v)) from the above traversal pattern. In Fig. 6,
A[] is the neighbor list of vertex 1, and BJ] is the neighbor
list of vertex 2. Suppose that one thread/warp processes four
vertices. Fig. 6 shows that thread/warp @ is processing 16
operations and located vertex 4 and 6 in both the two neighbor
lists to form two triangles Aj 4 and A; 2 6. There are only
3 operations for thread/warp @, which will lead to a serious
load imbalance problem. Furthermore, thread/warp @ is visiting
A[5] and B[5] when thread/warp @ is visiting A[1] and BJ[1],
this strided memory access fashion will lead to low memory
throughput.

In the binary-search-based intersection approach, the longer
neighbor list array is used to build the binary search tree, while
the shorter one is used as the lookup array. In this example,
there are 5 neighbors of vertex 1 and 7 neighbors of vertex 2.
So, the vertex 1’s neighbor is taken as the lookup array, and
the vertex 2’s neighbor is organized as the binary search tree.
The vertices in the lookup array were compared with the binary
search tree in parallel in each iteration. The time complexity of
the binary-search-based approach is O(|E|*/?log+/|E|), and
it is better than the merge-based intersection approach when
m << n (for sparse graphs), i.e., the binary-search-based ap-
proach is un-benefiting for the non-sparse graphs. Furthermore,
in the binary-search-based approach, the neighbor list must
be sorted, and the time complexity of sorting can be as high
as O(N) (where N = |V| is the vertex number of graph G),
which is costly. Moreover, the binary search will also lead to
the strided memory access fashion when the nodes in the tree
are sorted in a descending manner. For instance, there are two
active threads in runtime in Fig. 7, if thread/warp 2 is visiting
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Fig. 8.  Hash based approach.

search key 11 when thread/warp 1 is visiting search key 4,
this situation will lead to a strided memory access fashion. In
addition, there are lots of branch divergence operations, which
will reduce thread utilization.

In the hash-based approach, the neighbor list of the active
edge’s source vertex and destination vertex was listed in the
specified array. One of the neighbor lists (usually the shorter
one) was used to build the hash bucket, while the other one
was chosen as the searching space. In the execution stage, the
algorithm searches to see if the entity of the searching space
exists in the bucket. So, a linear search is achieved to check
whether a similar neighbor from the longer list exists in the
bucket. Fig. 8 illustrates the basic hash-based triangle counting
scheme. In this example, we use the hash function f(x) = 2%4
to build the hash bucket of vertex 2’s neighbor list A, while
vertex 1’s neighbor list B is the searching space. We can find
all triangles in parallel with O(1) time complexity.

Conflict is the performance killer of building the hash bucket.
The “read-write” conflict occurs when more than one entity
is located in the same hash bucket position, such as entity 2
and 6 of neighbor list A in Fig. 8. In this example, we set the
neighborhood H length as 4, so that we can move the conflicted
vertex 6 to the first free bucket of 2, and then insert the new
hashing vertex 7 to the next free bucket. There is a bit-mask
link in vertex 6 to show the real location of vertex 7, which
is shown as the dotted arrow in Fig. 8. This method is easy to
implement, but the lock is needed for the probing scheme to find
a free bucket when the conflict occurs, which will slow down
the thread efficiency.

III. ALGORITHM DESIGN

In this section, we introduce the proposed lock free triangle
counting algorithm, Skiff, to solve the above problems of exist-
ing works.

A. Lock Free Hash-Based Intersection

Previous research [20] shows the pointers to nodes that are
close to the leaves of the hash trie would likely boost the key
search. In Skiff, we propose a nonblocking hash-trie to meet
the cache locality of the GPU.

In the proposed hash trie structure, we use a linked list
manner to organize the hash trie, and we use a bucket that can
store H vertex instead of the traditional hash trie (which can
just store a single vertex). We first use a level array to act as
the index of the hash trie, to ensure the algorithm can locate the
active nodes quickly. Each item of the array holds a pointer to
nodes in one level of the trie. Using this scheme, we can locate
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Hash trie based triangle counting scheme.

Fig. 9.

the neighbor vertex list of v in O(1) memory access. Suppose
there are IV vertices in graph G, then the level array should be
[logr N']. We can see that the level array is a compact structure
with limited space. By using the level array to index the hash
trie, we can only load the trie but not all the hash tree into the
memory quickly, and there is no empty bucket in the hash tree
(use a virtual bucket to express the buckets without elements),
which can release the pressure of the GPU memory allocator
compared to the traditional hashing method. As the same with
the traditional hash based triangle counting approach, we first
load the neighbor list of the source and destination vertex of the
active edge into arrays, and then use the shorter neighbor list
to build the hash trie, while the longer one was treated as the
searching space.

Fig. 9 illustrates the proposed hash trie based triangle count-
ing scheme. In this example, we use the hash trie structure to
store the searching space, which is the longer neighbor list of
the source vertex. This example sets the bucket as 4, vertex
1’s neighbor list {2, 4, 5, 6, 7} has 5 elements. Therefore, the
neighbor of vertex 1 needs to be stored in at least [5/4] =2
buckets. We can locate the triangles of edge (1,2) only by
comparing vertex 2’s neighbor with the two buckets of vertex
I’s neighbor in parallel, i.e., searching the 2 buckets of vertex
1 from the first 2 elements of the level array.

Coalesced memory access can reduce memory access time
and memory access divergence. Furthermore, organizing the
graph vertex compactly can significantly reduce the memory
space of the GPU. In the proposed hash trie scheme, we set
the bucket size as the same as the GPU warp to avoid memory
access divergence. On the other hand, this configuration can
also map the memory access to the GPU cacheline, which
can improve the GPU memory access efficiency by improving
the cache efficiency [21]. Furthermore, we store each bucket
element consecutively to coalesce the memory access. Since the
GPU threads (warps or CTA) search for the common neighbors
begins with the first elements in various buckets. Therefore,
storing all the elements of the same bucket contiguously will
introduce strided memory access.

B. Hash-Based Triangle Counting

Algorithm 3 shows the procedure of the proposed hash trie
based triangle counting.

In the proposed algorithm, we use the shorter neighbor list to
build the hash bucket. We use B to express the bucket and set the
bucket length as H, temp is an integer to mark the position of
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ALGORITHM 3: Lock free hash based triangle
counting

Input: Neighbor list A and B
Output: Triangles of edge (u,v)
1 > Phase 1: Build the bucket
2 Initialization
3 L bucket < &;

4 if |A| > |bucket| then

5 malloc(bucket);

6 bucket < &;

7 while a € A do in parallel

8 while bucket[pos| # null do

9 | pos++;

10 if pos <=temp + H — 1 then

¥ bucket[temp].dist < bucket[temp].dist +

(1 << (H —1— pos + temp));

12 return;

13 else

14 for i< H —1...1 do

15 for j« H—1..H—-1—1ido

16 if (bucket[pos — i].dist >> j)%2==1

then

17 hash_item =
bucket[pos —i+ H — 1 — jl;

18 bucket[pos].value <
hash_item.value;

19 hash_item.dist <
hash_item.dist — (1 << j) + 1;

20 pos=pos—i1+H —1—7j;

21 if pos <=temp + H — 1 then

2 bucket[temp].dist +

bucket[temp].dist + (1 <<
(H — 1 — pos + temp));

23 return;

24 else

25 L break;

26 if bucket.isFull() == true then

27 L break;

28 if bucket.isEmpty() == true then

29 L break;

30 > Phase 2: Search triangles from bucket
31 for b € B do in parallel

32 hash < udf_hash(b);

33 for i < 0..H — 1 do

-

34 dist < buck[hash].dist;

35 if (dist >>1)%2 ==1 then

36 if bucket[hash + H — 1 — i].value ==
then

37 L return triangle(u, v, b);

38 return -1;
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Fig. 10.  The optimistic policy of the hash trie.

the vertex in the temporary bucket, and bucket[temp].dist is the
length of the temporary bucket. If, unfortunately, the conflict oc-
curs, we will find a blank position in the following H space and
insert the conflicted value into the blank position, shown as lines
10-13 of algorithm 3. If the whole B is filled by conflicted/hash
values, then we need to move an element between the hash
position and the first blank position backward so that the empty
space moves closer to the current hash position. Repeat this
process until the empty space moves into B, then we can insert
and use that space for the conflicted vertex. Details are shown
on lines 15-26 of the algorithm 3. By using this way, we can
keep key-value pairs close to the original bucket, which will
keep the chains short and achieve good memory locality.

We can build the hash bucket in constant time if there are no
conflicts since limited vertices are included in a hash bucket,
while the worst-case complexity is O(n), where n is the vertex
number of the graph. We can find the triangles in O(1) time
complexity as line 33-38 show in algorithm 3. Hence, the
expected time complexity is constant, while the worst-case is
O(n) of the proposed method.

IV. IMPLEMENTATION

In this section, we will introduce our optimization techniques
for Skiff, including achieving lock-free operations and improv-
ing cache utilization.

A. Lock Free Operations in Skiff

Modern GPUs organize the threads in the SIMT (Single
instruction multiple threads) model so that the instructions for
all threads in the same warp are executed in a lock-step. In
this thread organization model, the lock operation significantly
degrades GPU efficiency since the instruction is finished only
when the most time-consuming task in a warp is finished.
Furthermore, this scheme will also lead to stragglers between
warps. In this paper, we implemented the optimistic policy to
process the conflict when building the hash trie. The proposed
optimistic policy puts the conflict items at the following position
of the original item before the hash trie node is full, and both
the conflict item and the original item are located in the same
node without lock operations. One compare-and-swap (CAS)
operation is needed for a hash trie at the end element of the
hash trie (the hash trie node is full when the last element is
added). Fig. 10 illustrates the optimistic policy of the hash trie,
and algorithm 4 shows the CAS operation (the ptr in algorithm 4
is the pointer of the current value).
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ALGORITHM 4: CAS operation on GPU

1 > Function CAS(ptr, oldvalue, newvalue)
2 if xptr = oldvalue then

3 L *ptr <— newvalue;
4

return true;

5 else
L return false;

=)

In Fig. 10, the conflicted item was put at the next position of
the original item without lock operation (which is shown as the
blue line in Fig. 10). A CAS operation is needed if there are too
many conflicts until the trie node is full, and we further put the
conflicted item into the next node under the protection of the
CAS operation (which is shown as the green line in Fig. 10).
A new bucket will be allocated once the current bucket is full
and more conflicts occur, and a pointer from the current bucket’s
last item to the new bucket’s first item will be used to link the
two buckets.

We can avoid most lock operations using the optimistic con-
flict control policy. In traditional hash trie building operation,
there are up to N CAS operations for a graph with IV vertices.
But in the proposed method, we can avoid most of the CAS
operations. There are no more than w items in a trie node if we
set the width of the trie as w. We can further prescribe a vertex
can be hashed into a new trie node only when the previous trie
is full. We can further conclude that at least [log,, N] tries for a
given graph G with IV vertices are needed. Hence, there are no
more than [log,, N'| CAS operations when building the hash trie
of graph G. Since there is no write operation when counting the
triangles, all the conflicts occur only in the hash trie building
phase. No more than [log,, N] CAS operations are needed in
the proposed algorithm.

B. Thread Organization

In CUDA, all the threads in the same warp run simultane-
ously in lockstep. Hence, the execution time of a warp depends
on the thread assigned to the heaviest task. In the typical warp-
based thread assignment with the vertex-centric implementation
of triangle counting, the load imbalance problem will occur due
to workload divergence, which is led by the irregular degree
of the vertices and the skewed data of the hash join operation.
In order to solve this problem, this paper implements the CTA
thread organization approach to assign vertices to a warp or a
block or even a set of blocks according to the vertex degree
flexibly rather than assign a vertex to a fixed warp, i.e. if there
are 32 threads in a warp, than we assign [d(v)/32] warp to the
vertex with degree d(v), Fig. 11 is an illustration of the CTA
thread organization hierarchy.

The GPU cache is much smaller than the CPU system (the
cache line of NVIDIA A100 GPU is 128KB, while this data
of NVIDIA GeForce RTX 2080 Ti GPU is 64KB), just
a few blocks can be loaded into a cache line during the memory
access. In our thread organization model, a CTA includes blocks
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Triangle Counting
Kernel 0 u Kernel 1 | | ...... | | Kernel n |
Kernel 0
cao || cmr || ... || cran |
CTAO
| Warp 0 “ Thread 0, 1, ..., 31> Hash tire 0 |
| Warp 1 H Thread 0, 1, ..., 31 > Hash tire 1 |
| .. |[ Thread0, 1, .., 31 > Hash tire ... |

Fig. 11. The CTA thread organization hierarchy.

and warps that can flexibly match the GPU cache line at the
same time, which can help us improve the utilization of GPU
memory.

On the other hand, the GPU onboard memory is limited,
which is stretched for large-scale real-world graphs. A straight-
forward method to process large-scale graphs on GPU is to
partition them into several small sub-tasks. In this paper, we im-
plement the degree-based workload partition and index-based
workload partition, respectively, to partition the large-scale
graph, which does not fit the GPU memory. By doing so,
we have Block_Degree, Block_Index, and Warp_Index, three
kinds of thread assignment fashion in our CTA model. In the
Block_Degree (block-based thread organization with degree-
based workload partition) model, we assign [d(v)/32] blocks
to the vertex v with degree d(v). In the Block_Index (block-
based thread organization with index-based workload parti-
tion) model, we assign [>_ d(v)/32] blocks to the vertices
v associated with the target index of the level array. While
similar to the Block_Index model, we assign [Y_ d(v)/32]
warps to the vertices v associated with the target index of
the level array for the Warp_Index (in warp-based thread
organization with index-based workload partition) model. In
this thread assignment model, we can ensure there is at
least one thread to process one edge connected to the active
vertex.

C. Improve Cache Utilization

In the SIMT execution model, all the threads executed in
parallel with the single instruction multiple data (SIMD) are
combined with multithreading. In this data accessing fashion,
all the threads in the same warp (or CTA) access the contiguous
memory space with the same instructions. In this manner, we
can maximally reduce the memory accessing time and improve
efficiency only when all the data for a warp are located in the
contiguous memory space. To meet this GPU memory access-
ing fashion requirement, we set the hash trie as a 32-way trie
(we can also set the hash trie width according to the threads
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GRAPHS USED IN THE EXPERIMENTS

TABLE I

Datasets Vertices Edges Avg. Degree Max Degree Diameter
Amazon 735,322 5,158,012 14.03 3,567 18
Stanford 281,903 2,312,497 16.41 38,626 164
dblp 986,207 6,707,236 13.60 979 23
orkut 3,072,626 117,185,083 76.28 9,683 9
youtube 2,999,999 2,987,627 1.99 28,754 24
roadnet 1,971,282 5,533,214 5.61 12 8,440
wiki 2,394,386 5,021,410 4.19 100,032 11
liveJournal 4,847,571 68,993,773 28.46 22,887 20
RMAT 9,999,993 160,000,000 32.0 3,015 14
twitter 41,652,225 637,759,209 30.62 3,081,112 23
webbase 113,180,896 906,517,783 16.01 816,127 379
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number of the CTA in the CTA thread organization manner).
So that a node can contain up to 32 items with the same width
as the warp, by using this method, we can access a node with
a single warp, and we can also load a few nodes into the GPU
cache to improve cache utilization.

Data layout is a crucial factor that impacts memory access
efficiency, and the most commonly used layouts are the struc-
ture of arrays (SoA) and the array of structures (AoS). SoA
organizes elements into a single array, storing different elements
in contiguous memory spaces. In contrast, AoS stores different
elements interleaved, i.e., all elements in a structure are located
in contiguous memory spaces. SOA can load homogeneity in
continuous memory space and is flexible in locating data for
coalesced access, which benefits SIMD instructions. To adhere
to the coalesced memory access model, this paper employs the
SoA data layout.

V. EVALUATION

We designed a set of experiments to evaluate the performance
of Skiff in this section and compared Skiff with the state-of-the-
art works on both power-law and random graphs.

A. Dataset and Experimental Setup

In this paper, both directed and undirected graphs are used
in our experiments. As in most state-of-the-art graph algo-
rithms, we use (u,v) to represent the undirected edge be-
tween vertex v and v, while < u,v > is used to represent the
directed edge.

In our experiments, we performed 11 datasets, both from
real-world and synthetic graphs. The details of the graph and the
attributes are shown in Table I, 10 real-world graphs obtained
from Stanford Network Analysis Project (SNAP) [22] and the
Laboratory for Web Algorithmics (LAW) [23], [24], [25], while
the synthetic datasets, RMAT is generated by PaARMAT [26].
Except for roadnet and RMAT, all the graphs are power-law
graphs.

The experiments presented in this paper are conducted
on a host with 8 NVIDIA GeForce RTX 2080 Ti GPU,
which is a Turing architecture-based GPU with 4352 CUDA

cores and 11GB GDDR6 on-board memory. The host machine
is equipped with 4 Intel(R) Xeon(R) 4210 CPUs, each at 2.2
GHz, and equipped with 376 GB memory. The host machine is
running Ubuntu OS version 20.04.1. The algorithm is compiled
with g++ 7.5.0 and CUDA Toolkit 11.4, and the optimization
flag is set to -O3 in all experiments.

B. Compared State-of-the-Art Works

Most of the recent works are focused on the implementation
of the triangle counting algorithm on the CPU, and few of them
focus on the optimization techniques on the GPU. In this paper,
we compared Skiff with state-of-the-art works, such as TriCore
[10], TRUST [27], and BBTC [28]. All these algorithms are im-
plemented on the NVIDIA GPU. We describe some operation
details of these methods as follows.

e TriCore. TriCore [10] is a TC algorithm on GPU that uses
the binary search mechanism. It organizes one neighbor
list as a lookup list and the other as a binary search tree.
Then, it searches the binary tree to determine if the lookup
items exist in the tree in parallel. This method is easy to
implement in parallel but suffers from high time complex-
ity when the vertex is unsorted. Furthermore, divergent
branches exist when searching the binary tree, which will
slow down the algorithm’s performance.

e TRUST. TRUST [27] is a vertex-centric hashing-based
triangle counting algorithm on GPU that avoids collisions
by reordering the vertex IDs of a graph. TRUST further
proposed an interleaved hash table to layout and a linear
search policy to meet the coalesced memory access re-
quirement of the GPU. Though reordering the vertex ID
can reduce most collisions, the reordering overhead is also
in-negligible.

e BBTC.BBTC [28] is a lightweight triangle counting algo-
rithm that aims to process large-scale graphs that do not
fit a single GPU device. BBTC implemented the divide-
and-conquer approach on GPU to divide the computation
into medium-grained tasks. This method can process large-
scale graphs on GPU, but the load imbalance problem led
by the irregular graphs becomes the noticeable drawback
of BBTC.
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Fig. 12.  The evaluation results of Skiff vs. the state-of-the-art works.

C. Overall Performance of the Compared Works

We compared the algorithm performance of the proposed
method with state-of-the-art works, such as TriCore, TRUST,
and BBTC, on the 11 graphs listed in the Table 1.

Fig. 12(a) shows the execution time of Skiff and compares
it with the state-of-the-art works (note: we just compared the
run time in this experiment, while the pre-processing time,
such as the graph partition and memory allocation, is omit-
ted). Each bar represents the execution time of the state-of-the-
art works. To meet the best performance of TRUST, we turn
on all the effective optimization methods according to article
[27]’s instructions, such as using the vertex-centric hashing
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programming model, co-optimizing workload imbalance to
handle the hash collision, virtual combination policy to avoid
redundant copies in a warp, and recording the vertices according
to the out degree. Furthermore, BBTC can achieve the best
performance with the hashmap-based intersection policy and
partition the graphs into 32 pics [28]. In this experiment, we fol-
low the parameter setting policy of the authors in article [28] to
achieve the best performance of BBTC. The experimental result
shows that Skiff can achieve the best performance compared
to state-of-the-art works, which indicates the proposed opti-
mization method works well on both the power law graph and
also the RMAT graph. Furthermore, we can also conclude that
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only Skiff and TRUST scales with the edges of the evaluated
graphs, while only the BBTC achieves a stable runtime on all
11 graphs.

Achieved occupancy is a hardware performance metric that
was used to measure the active warps of a particular scheduler
relative to the warps on each SM during every clock cycle. A
high achieved occupancy indicates there is no idle thread in each
warp, and the theoretical occupancy is 100%. Fig. 12(b) shows
the achieved occupancy while Fig. 12(c) is the SM efficiency of
Skiff VS. the state-of-the-art works. Among all the compared
works, only the BBTC has low achieved occupancy, but the
others are pretty good, which means all these works except
the BBTC can unleash the computing capabilities of GPU.
Significantly, the achieved occupancy of TRUST and Skiff is
very close to 100%, which indicates both these works can make
full use of the parallel computing power of GPU. Thanks to the
lock-free scheme, the threads in the Skiff kernel can keep active
and can pass the computing results to the next step without
waiting, which makes Skiff achieve the best performance on
both the achieved occupancy and SM efficiency in comparison
to the state-of-the-art works.

SM efficiency is another metric that measures how each
kernel used the SM, and it is a high-level metric. SM effi-
ciency is positively correlated with achieved occupancy. There-
fore, Skiff can achieve the best performance on SM efficiency
compared to the state-of-the-art works, which is shown in
Fig. 12(c).

The cache hit rate is one of the most important metrics to
measure the effectiveness of the cache. Fig. 12(d) and Fig. 12(e)
show the L1 and L2 cache hit rate of Skiff VS the state-
of-the-art works. Skiff achieves the best L2 cache hit perfor-
mance but can only get the best performance on the part of
the evaluated graphs. Skiff implemented the SoA data layout
to load the homogeneity data in continuous memory space to
ensure the coalesced memory access fashion. Skiff further im-
plemented the CTA thread organization model to load as many
vertices as possible into the same warp/block. Both of these
techniques improved the L2 cache hit. Unfortunately, because
most of the evaluated graphs are power law graphs, thanks
to the CTA thread organization fashion, there are some huge
blocks created for the huge vertices. These huge blocks can
reduce the L1 cache hit rate since the L1 cache has limited
space.

D. The CTA Thread Organization

In this experiment, we run Skiff using warp-based, block-
based thread organization, degree-based workload partition, and
index-based workload partition, respectively, to test the effec-
tiveness of the thread organization. According to Section IV-B,
we assign [d(v)/32] blocks to the vertex v with degree d(v)
in Block_Degree (block-based thread organization with degree-
based workload partition) model, assign [>_ d(v)/32] blocks
to the vertices v in Block_Index (block-based thread organi-
zation with index-based workload partition) model, and assign
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[> " d(v)/32] warps to the vertices v in Warp_Index (in warp-
based thread organization with index-based workload partition)
model.

The effect of the Block_Degree, Block_Index, and Warp_
Index thread organization model for Skiff is shown in Fig. 12(f).
The experimental result indicates that the Block_Degree and
Block_Index thread organization model can achieve better per-
formance than the Warp_Index thread organization model on
livejournal, while the result reversed on twitter. In general,
the Warp_Index thread organization model can achieve the best
performance on most graphs.

VI. RELATED WORK

There are many recent works focused on how to accelerate
the triangle counting algorithm. To solve the data transfer chal-
lenge on the accelerators with limited bandwidth, [29] proposed
a processing-in-memory (PIM) architecture. Svelto [30] solved
the unbalanced task level parallelism problem by designing
a dynamic task scheduling mechanism. CECI [31] proposed
the Compact Embedding Cluster Index (CECI) method for
subgraph listing, which can be used to locate the triangles.
SWTC [32] reduced the duplicate edge counting problem of
the streaming graph by designing a fixed-length slicing strategy.
Most of these state-of-the-art works are focused on universal ar-
chitecture, but our works are focused on the GPU accelerator. In
this section, we classified the state-of-the-art triangle counting
works on GPU into three domains: the matrix multiplication
approach, the subgraph matching approach, and the set inter-
section approach.

Matrix multiplication approach. In the matrix multiplica-
tion approach, the triangle is founded by computing the inter-
sections between neighbor lists by using the traditional graph
theoretic formulations. DALTON et al. [33] proposed a global
sort-based SpGEMM approach. In this work, the authors pro-
posed a reordering scheme to identify the entries of the matrix.
Liu et al. [34] developed the GPU SpGEMM algorithm on the
basis of SpGEMM, by allocating the memory space for the
upper bound size for the short rows first and then for the longer
ones to improve memory efficiency. Ata et al. [35] proposed
a wedge sampling policy for triangle counting, and Tom et al.
[36] proposed a 2D cyclic decomposition method to balance
the computation and communication overhead on a distributed-
memory system. Gamma [37] designed a new dataflow model
to reduce the traffic of data reuse. LOTUS [38] designed a
structure-aware memory accessing policy for triangle counting
on power-law graphs.

Subgraph matching approach. In the subgraph match-
ing approach, the triangle is set as the basic subgraphs. Ull-
mann [39] first leverages the subgraph matching approach for
triangle counting. In this implementation, the solutions were
composed of partially incremental and then completed queries.
Based on this work, researchers proposed kinds of evolution-
ary versions, such as GADDI [40] and SPath [41]. Gunrock
[11] is a data-centric graph processing system on GPU, which
also implemented a subgraph matching approach for triangle
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counting. DOULION [3] implemented an MPI-based parallel
triangle counting algorithm on distributed memory by dividing
the graphs into non-overlapping partitions. Hu et al. [42] pro-
posed a novel method to solve the load imbalance problem and
improve GPU parallelism.

Set intersection approach. The basic idea of the set in-
tersection approach is to intersect the two neighbor lists of
the two vertices of the same edge and try to find if there are
any comment items in these two neighbor lists. This method
is straightforward, but the algorithm efficiency is low since
there are many redundant traversals. LRC [43] developed a
binary search method on GPU and a hash-based segmentation
approach to pruning the search space. Similar to LRC, TriCore
[10] also developed the binary search-based method on GPU,
which organizes one neighbor list as the lookup list and the
other one as the binary search tree. This method is easy to
implement in parallel but suffers from high time complexity
when the vertex does not sort. TRUST [27] implemented a
vertex-centric hashing-based triangle counting algorithm on
GPU that avoids collisions by reordering the vertex IDs of
a graph. Though reordering the vertex ID can reduce most
collisions, the reordering overhead is also innegligible. BBTC
[28] is a lightweight triangle counting algorithm, that aims to
process large-scale graphs that do not fit on a GPU device by
partitioning graphs into small pics. Gui et al. [9] designed a
prefetching scheme to load the active vertices to reduce the data
transfer latency and implemented a heuristic reordering policy
to keep the workload balance.

In this paper, we proposed a hash-based intersection trian-
gle counting algorithm on GPU, which is a set intersection
approach. Unlike the previous approach, we hash the shorter
neighbor list to the hash trie and use the longer one as the search
key to reduce the collisions and meet the lock-free mechanism.
Furthermore, we introduced a memory friendly bucket place-
ment strategy (trie) for GPU to improve the memory utilization
of GPU.

VII. CONCLUSION AND FUTURE OPPORTUNITIES

This paper introduces Skiff which uses the lock-free policy
to implement the hash-based intersection triangle counting on
GPU. Particularly, it introduces the lock-free policy on GPU to
reduce the conflicts of the hash trie. Skiff further implemented
a CTA based thread organization model to keep load balance
on real-world graphs, the source code of the proposed work is
released on GitHub https://github.com/whu-zhigao/skiff.

The experimental results show Skiff outperforms state-of-
the-art works. Even the experimental results of Fig. 12(a) show
Skiff scales with the graph size, but it just works on the static
graphs. However, it will be another problem once the graph
is large enough that can not loaded into a single GPU. In the
future, we will focus on other aspects of the triangle counting
algorithm, such as triangle counting on distributed systems,
triangle counting for dynamic graphs, triangle counting on
CPU/GPU hybrid systems, or some other new devices, such as
architecture and FPGA.
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